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2/30 Why use an HPC Cluster?
L e e Cr)
Problem
» Scientific program code (Monte Carlo, Finite Elements, Molecular Dynamics, . .)
» needs too much time or memory to run on local computer )
Solution
» Faster processors? Unlikely due to power wall
» More processors? Feasible with compute cluster
» Compute Cluster:
» many processors (cores) per machine (node)
» many machines (nodes) per cluster
» Code needs to be parallelizable!
» Expensive hardware — central, shared, managed HPC facilities
» Higher complexity of system — need for HPC training
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3/30 Hessian Competence Center for High Performance Computing
. '

Hessisches fir F (HKHLR)

Kassel

Marburg
Giessen
Frankfurt

Darmstadt

v

provide user support for scientists working with HPC facilities at
all 5 public hessian universities

assist in HPC code optimization
perform cluster monitoring and system optimization

provisioning of advanced HPC software tools (vampir, TotalView)

vvvyYyy

periodic training courses for HPC programming/tooling

% René Sitt Introduction Marc2 Cluster 29.10.2018




4/30 HKHLR Training Courses
I Hessoches far 1

(HKHLR)

Introductory Courses Users get basic user support of Hessian HPC
clusters, they receive information about general access, available
hardware and batch usage.

HiPerCH Workshops HiPerCH stands for High Performance
Computing Hessen. The HiPerCH Workshops offers users twice
a year an insight into the high-performance computing with
different HPC topics.

HKHLR-Tutorials Advanced courses to special HPC topics.
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Marc2 Cluster Architecture

MaRC2 HPC Cluster
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6/30 Compute Nodes

I Hesisches ar 1 (HKLR)
node001-088 node089-096

» CPU: AMD 6276 » CPU: AMD 6376

» cores: 16 » cores: 16

> sockets: 4 » sockets: 4

» clock: 2.3 GHz » clock: 2.3 GHz

» RAM: 256 GB | » RAM: 256 GB )
Common

» Operating System: CentOS 6.9 64-bit
» 1.8 TB local HDD
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7/30 Network
I Hesssches fir Hochleist (HKHLR)

Infiniband

» High performance network
Bandwidth: 40 GBit/s
Latency: < 4 us
Used for: MPI, /scratch

>
>
>
» Infiniband 4xQDR Fat Tree

Ethernet
» Medium performance network
» Bandwidth: 1 GBit/s
» Latency: ~ 100 us

» Used for: administration, ssh, job setup, fallback
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8/30 Filesystems
I Hesssches fir Hochleist (HKHLR)

/home

» permanent, nightly backup, slow (Infiniband/NFS)
» use for: source code, configuration files, etc.
» 33 TB total

/scratch

» scratch, temporary, no backup, fast (Infiniband/BeeGFS,
distributed)

» use for: job 10, big data files
» 33 TB total

Other
/local node-local HDD storage (1.8 TB, manual cleanup!)

/dev/shm node-local ramdisk (128 GB, manual cleanup!)
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9/30
.

Accessing MaRC2

Hessisches far F

(HKHLR)

» via SSH using your staff or students user account
(case-sensitive!)
(application info: https://www.uni-marburg.de/hrz/infrastruktur/zserv/cluster,

application via: marc@hrz.uni-marburg.de)

$ ssh -XC USERNAME@marc2.hrz.uni-marburg.de -p 223

Last login: Tue Jul 10 13:56:25 2018 from some.ip.address.de
e » 4ty iy
#H i

# WELCOME TO THE MARC2 SYSTEM.
# See http://marc2—doc.hrz.uni—marburg.de for further information. #

y

[USERNAME®@marc2—h2 “]$ o !

% René Sitt
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10/30 Access
I Hesisches Rar 1 (HKHLR)

Access to HPC clusters
» via SSH using your cluster account
» Linux/MacOS: ssh installed by default

» Windows: install putty (and X11 server) — brief instruction
available on HKHLR website

» or MobaXterm (includes X11 server, SFTP)
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11/30 File Transfer via SFTP
I Hesssches for Hochiet (HKHLR)

» Linux/MacOS: scp command line utility
» Windows/Linux/MacOS: GUI FileZilla (filezilla-project.org)
» or Windows: via winscp

ftp://gd: hrz. de - FileZilla h % X
ile Edit View Tansfer Server Bookmarks Help
i OO 23 2 &2 BTN
Host: [sftp://skylla.hrz.ur| Usemame: [gd1661 | Password: | 4 Port: ﬁu
Status:  Disconnected from server
Status:  Connecting to skylla.hrz.uni-giessen.de...
Status:  Connected to skylla.hrz.uni-giessen.de
Status: Retrieving directory listing...
Status:  Listing directory /home/gd1661
Status: Directory listing of “/home/gd1661" successful
Local site: jhome/michael/ Remote site: |fhome/gd1661
M
L) i chael |
5 s v 2 nome |
B libc4 (Y] oci1661

Filename A filesize Filetype Last modified || Filename < Ffilesize Filetype  Last modified Permissi

- . .
% AndroidStu... Directory  06.10.2016 11: Directory  25.08.2015 ... drwxrwar.
W Private Directory ~ 16.12.2016 15 Directory  28.04.2014 ... drwxrwxr.
% adobe Directory  25.11.2016 11..., Directory ~ 25.08.2015 ... drwxrwar.
w android Directory ~ 06.10.2016 13: Directory  14.07.2014 ... Irwxrwx...
» cache Directory  15.12.2016 10; Directory  24.06.2015 ... drwxrwar.
W .cache.old Directory ~ 06.10.2016 13: Directory ~ 02.05.2016
4 .config Directory 16122016 15 Directory  18.11.2016
26 files and 47 directories. Total size: 67,4 KB 25 files and 54 directories. Total size: 95,4 KB
Server/Local file Directior Remote file Size Priority  Status
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12/30 Module System
I Hessoches o Hochiain (HRHLR)

Definition (Module System)

The Environment Modules system is a tool to help users manage their
Unix or Linux shell environment, by allowing groups of related
environment-variable settings to be made or removed dynamically
(Wikipedia).

syntax: module <command> <modulename>
command

avail list all available modules

list list all loaded modules

load | add <module> load a module

unload | rm <module> unload a module

purge unload all currently loaded modules

% René Sitt Introduction Marc2 Cluster 29.10.2018
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Module System
I

(HKHLR)

Hessisches fiir Hochleisty

example: available modules on cluster Skylla, GieBen:
$ module avail

/cm/shared /modulefiles
amberll/gcc/openmp/1.4 hdf5/gcc/1.8.11—parallel
amberll/gcc/openmpi/1.4 hdf5/gcc/1.8.9

numpy/1.6.2
numpy/1.8.1

amberll/gecc/serial /1.4
amberll/intel /mpi/1.4
arpack—ng/intel/3.1.3
beaglelib /2015—06—24
beast /2.3.0

blas /gcc/64/1
boost/gcc/64/1.55.0
cdo/gec/1.6.7
cdo/intel /1.6.7
cnvgrib /1.4.1

fftw /gcc/64/3.3.3

fftw /gcc/64/3.3.3—1
fftw / intel /64/3.3.3
gec/4.3.4

gec/4.6.2

gec/4.7.0

gec/4.8.1
GE/2011.11p1
geant/4.9.4

gnuplot /4.6.3

grads /2.0.2
hdf5/gcc/1.8.11

% René Sitt

hdf5/ intel /1.8.11— parallel
intel /compiler/64/11.1/046
intel /compiler/64/12.1/1.256
intel /mkl/10.2.1.017

intel /mkl/xe_2011_sp1.7.256
jdk /1.8.0-45
lapack/gcc/64/3.4.2

likwid /3.1.3

mitsuba/0.5.0

ncl /gec/6.3.0

nco/4.4.7

ncview/2.1.2
netcdf/gcc/64/3.6.3— parallel
netcdf/gcc/64/4.0.1
netcdf/gcc/64/4.2.1.1
netcdf/gcc/64/4.2.1.1— parallel
netcdf/gcc/64/4.3.0
netcdf/gec/64 /cxx4—4.2.1
netcdf/ intel /64/4.0.1

netcdf/ intel /64/4.2.1.1— parallel
netcdf /open64/64/4.0.1
netcdf/pgi/64/4.0.1

Introduction Marc2 Cluster

openblas/gcc/0.2.9.r
openmpi/gcc/64/1.6.5
openmpi/intel /64 /1.6
openmpi/intel /64 /1.8
pgi/11.10
python2/2.7.5
python3/3.3.2
python3/3.5.0
R/gcc/2.11.1
R/gcc/2.15.2
R/gcc/3.0.1
R/gcc/3.2.0

radiance /4.1

realflow /v2014.1_.1.0
realflow /v2015_1.2_.0
root/5.24

szip /gec/2.1
totalview /2016.04.08
udunits /2.1.24
vasp/5.4.1

vasp /5.4.1_vtst

29.10.2018



14/30 Batch Scheduler
I Hesisches Tor Hochieist (HKLR)

Asynchronous job execution/batch processing
» user defines job in jobscript
» submits job (jobscript) to scheduler job queue
» scheduler waits for resources to become available
» scheduler reserves resources and starts job
» scheduler may kill job, if resources insufficient (e.g. runtime,
RAM)

» after job termination: scheduler logs accounting information

Batch Scheduler on Marc2 Cluster
» Sun Grid Engine, SGE

% René Sitt Introduction Marc2 Cluster 29.10.2018




15/30 SGE: Limits and Queues
I Hesssches Tort (HKHLR)

Limits
» max. 1000 (simultaneously running) jobs per user
» h_vmem: RAM per core limit (default: 1G)

» h_rt: runtime limit (mandatory parameter)

Queues
» long: max h_rt=864000 (10d)
» regular: max h_rt=259200 (3d)
» test: max h_rt=3600 (1h)

% René Sitt Introduction Marc2 Cluster 29.10.2018 7



16/30 SGE: Parallel environments
I

Hessisches fir F (HKHLR)

Parallel Environments
» smp* shared memory, single node, max 64 slots
» orte_smp* MPI on a single node, max 64 slots

» orte_sl<x>* MPI on multiple nodes, with x processes per node
(x = 04, 08, 16, 32, 64)

» for serial, single core jobs: no PE

% René Sitt Introduction Marc2 Cluster
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SGE commands
I

Hessisches fir F (HKHLR)

» submit jobs

$ gsub <JOBSCRIPT>
Your job 1373997 ("testjob") has been submitted

» show job queue

$ gstat #only your own jobs

$ gstat -j <JOBID> #details of running job

$ gstat -u ’*’ #jobs of all users

job—ID prior  name user state submit/start at queue slots

1373855 0.55500 g09-R gel6XX r 12/15/2016 08:11:10 regular@nodel27 12
1373934 0.55500 g09.B gel6XX r 12/16/2016 11:34:49 regular@nodell3 12

» kill queued/running job

$ qdel <JOBID>

% René Sitt Introduction Marc2 Cluster
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SGE commands 2

» summarize used slots

$ gstat -f -g ¢
CLUSTER QUEUE CQLOAD USED

Hessisches fiar Hochleist (HKHLR)

RES AVAIL TOTAL aoACDS cdsuE

debug 0.28 1
long 0.29 0
regular 0.29 280

» show status/load of hosts

$ ghost
HOSTNAME ARCH NCPU LOAD

0 991 992 0 0
0 976 976 0 0
0 696 976 0 0

MEMTOT MEMUSE SWAPTO SWAPUS

global -
node001 linux-x64 8 0.00
node002 linux-x64 8 0.00
#...

% René Sitt Introduction Marc2 Cluster 29.10.2018
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SGE commands 3

Hessisches

» show stats of completed jobs

$ gacct —j <JOBID>

fir F (HKHLR)

qname
hostname
group
owner
project
department
jobname
jobnumber
#...
qsub_time
start _time
end_time
granted_pe
slots

failed

exit _status

cpu

maxvmem
arid

% René Sitt

debug
node001.cm.cluster
gd1661

gd1661

NONE
defaultdepartment
intro —skylla
1373997

Sun Dec 18 12:02:57 2016
Sun Dec 18 12:03:04 2016
Sun Dec 18 12:03:05 2016
openmpi

2

0

1

0.405
0.000
0.000
0.000
0.000
undefined
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20/30 SGE commands 3
I Hesssches for Hochiet (HKHLR)

> interactive use of a compute node

qlogin -q debug -1 h_rt=1:00:00,h_vmem=1.9G,h=node0*,excl

% René Sitt Introduction Marc2 Cluster 29.10.2018
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Marc2 Cluster Quick Reference

Download at https://www.hkhlr.de/en/material

Wessiches Kompetenzzetrun
o Hochleistungsrcinen

Marc2 | quick reference |

Hessisches

far F

Philipps

File Systems on Marc2

/home Network file system, accessible from all nodes,
backed up regulany Slow (compared to /scratch),
writing lots of IO or massively parallel I0 to /hone
should be avoided.

Network file system, accessible from all nodes, no
backup. Faster than /home, should be used for jobs
that generate high amounts of I0.

Local file systems on the compute node. Only acces-
sible for processes on the same node.

May be used for temporary files. Please remove your
files or your job script from /1acal at the end of your
program or when you finished your calculation.

/scraten

/10cal

Other useful commands

qdel <jobID>1  Delete a queued or running job.

quod -cj <jobID> Clear error state of a job.

qeod -cj "s*  Clear error state for all of your jobs.

dos2unix <tile> Convert a text file from DOS/Windows to
UNIX formatting.

Module Setting program environments
Parameter limits Marc2 | Syntax Rodule <command>
<modulenane>
hrt  Mandatory, max. 10 days (864000s), no defaul. avail Display all available modules.
hvmes  RAM per core, max. for 64 cores on single node: 1ist Display all loaded modules.

4000M, defauit 1000M.

“pe Mandatory for multicore, recommended: use saps
for multithreaded jobs (max. 64 cores) and ortes
for multiprocess jobs.

Load a module.
Unload a module.
Unload modulet,
load module2.

Toad <module>
unload <module>
switch <modulel> <module2>

purge Unload all currently loaded
modules.

Needed to use the module
commands in job scripts.

Jete/profile.a/nodules. sh

qsub Submitting job scripts

Syntax ) e ST [
optio

-cvd Use currenl  diectory a5 working die:
tory

-0 <path> R vam to the output file.

-o <path> Name and path to the error fle.

- Merge output and efror streams into one
file.

resource-reservation,

-cmax runtine>,
h_vaem=<uax memory>.

- Choose the parallel environment <pe>

pe <pe> <n_cores> and <n_cores> e used, eg
-pe ortex 16 for OpenMPI jobs with
16 cores. Omit this parameter for single
core jobs.

Specify the queue for job execution,

Choose from debug, regular o long

with different runtime fimits (cf. Param-

eter imits, n_rt).

v Export calling environment to job.

N <name> Set job name.

-t nl-al:s]] SEROEEC w\th Gyt

tasks n, index range

1 <resource=value>

-q <queue>

and Sep G0 e ox - 2103

agstat Displaying queued jobs
-u <user>  Displays queued jobs for <user>.
—u e Display all queued jobs.
-3 <jobID>  Display detalled info for a job.
-j <jobID>  Explain why this job is in error state.
~explain E
qalter Changing script parameters

lter Gopions] <jobiD: Usetochange o add any qeus pa-
meters like -pe O -1 b _rt.
ob i not alowed to sart doe to
Wwrong parameters, it willrun after
setting them with qaltar.

awdter -u v o> Dipey queueig ifomaton or
d

asub parameters contain errors.

René Sitt
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Possible job states in qstat

Queued
Waiting
On hold
Running
Deleted
Error

sew o

—2,46,8,10).

Contact, Further Information HPC Hessen

marc@hrz.uni-marburg.de | marburg@hpc-hessen.de

Detailed Information Marc2
URLS htp/jmarc2-doc hz.uni-marburg defrac

29.10.2018
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22/30 Hints for Parallelization
I Hesisches Tor Hochieist (HKLR)

How to parallelize workloads

» ‘“embarrassingly parallel” workloads: (almost) no communication
required, e.g. run single-threaded code many times with different
independent parameters

» let library handle parallelization, e.g. MKL, OpenBLAS, numpy,
PETSc, TensorFlow

» code directives, e.g. OpenMP, OpenCL
» more explicit parallel programming, e.g. MPI, pthreads, CUDA

v

— visit HiPerCH workshops, or other tutorials. An overview about
local and external courses is listed at https://www.hkhlr.de/en /events

% René Sitt Introduction Marc2 Cluster 29.10.2018
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23/30 Hints: Common Programming Languages on Cluster
I Hessoches o Hochiein (HRHLR)

FORTRAN
» FORmula TRANslation, almost 60 years worth of legacy code
» common in physics, chemistry, engineering

» compiled, very high performance possible

C/C++

» common in science, industry, systems programming

» compiled, very high performance possible

Python
» common in science, industry, education

» many existing modules to quickly “glue together”

> interpreted, generally lower performance, but faster development

% René Sitt Introduction Marc2 Cluster 29.10.2018




24/30 Hands on: create program
I

Hessisches fiar Hochleist (HKHLR)

» login to MaRC2 via ssh

$ ssh -XC <USERNAME>@marc2.hrz.uni-marburg.de -p 223

» load modules

$ module load tools/python-3.5

» create simple parallel Python program

$ cp -r /home/software/examples/intro-marc2 ~
$ cd "/intro-marc2
$ nano python-example.py

#!/usr/bin/env python3
from mpi4py import MPI

comm = MPI.COMM_WORLD
print("hello Python from rank %d of %d" % (comm.rank,
comm.size))

% René Sitt Introduction Marc2 Cluster 29.10.2018




25/30 Hands on: create jobscript
I Hessoches o (HKHLR)

» create jobscript

$ nano python—example.sge

#!/bin/bash

#$ —S /bin/bash # use bash

#9$ —N intro—marc2 # jobname

#$ —cwd # use current directory as job working directory

#$ —o intro—marc2.out # specify file for stdout output

#$ —jy # stderr — > stdout redirection

#$ —m eas # notify by mail on end, abort, suspend

#$ —I h_rt=3600 # maximum estimated runtime in seconds (h_rt=1:00:00 is also a correct
format)

#% —| h.vmem=1.9G # maximum requested memory per core

#$ —pe orte_smpx* 2 # parallel environment 'orte_smp’, all processes on the same node with 2
cores

##load modules

. /etc/ profile .d/modules.sh # Needed in every jobscript for correct module search path
module load gcc # loads default gcc (6.3.0)

module load openmpi # loads default openMPI (gcc, 2.1.1)

module load tools /python—3.5

echo " starting program”

#run python MPI example
mpirun —n $NSLOTS python3 ./python—example.py

#£run python single thread example

% #python3 ./python—example.py
René Sitt Introduction Marc2 Cluster 29.10.2018




26/30 Hands on: submit jobscript, show job output
I

Hessisches fir F (HKHLR)

» submit job

$ gsub python-example.sge
Your job 2558242 ("intro-marc2") has been submitted

» show job status

$ gstat
job—ID prior  name user  state submit/start at queue

2558242 0.50500 intro—marc gd1661 r ~ 12/17/2016 17:04:04 test@node037 2

» show job output

$ls

intro —marc2.out python—example.py python—example.sge

$ cat intro —marc2.out

—catch_rsh /var/spool/sge/node037 /active_jobs/2558242.1/pe_hostfile
node037

node037

starting program

hello Python from rank 0 of 2

hello Python from rank 1 of 2

% René Sitt
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27/30 Hands on (optional): C program with MPI
I

Hessisches fiir ¢ (HKHLR)
$ nano c—example.c

#include <stdio.h>
#include <mpi.h>

int main(int argc, char xxargv)
int i, rank, size;

MPL_Init(&arge, &argv);
MPI_Comm_rank(MPI_COMM_WORLD, &rank);
MPI_Comm_size(MPI_COMM_WORLD, &size);

if (rank ==0) {
printf ("Hello C from rank 0 of %d\n", size);
for (i=1; i<size; i++) {
MPI_Recv(&rank, 1, MPILINT, MPI_LANY_SOURCE, MPI_ANY_TAG,
MPI_.COMM_WORLD, MPI_STATUS_IGNORE);
printf ("Hello C from rank %d of %d\n", rank, size);

¥
} else {
MPI_Send(&rank, 1, MPLINT, 0, 0, MPI.COMM_WORLD);

MPI_Finalize();
return 0;

% René Sitt Introduction Marc2 Cluster 29.10.2018




28/30 Hands on (optional): C program with MPI
I Hessisches Tor Hochie (HKHLR)

$ mpicc -o c-example c-example.c #compile

$ nano c-example.sge #create jobscript for c-example with
16 slots
$ gsub c-example.sge #submit job

% René Sitt Introduction Marc2 Cluster 29.10.2018




29/30 HKHLR Staff in Marburg
I Hessoches T Hochier

(HKHLR)

René Sitt

Tel.: +49 6421 28 23523
E-Mail: marc@hrz.uni-marburg.de

% René Sitt Introduction Marc2 Cluster 29.10.2018




30/30 Checklist for a successful Cluster Usage
. Hesisches for 1 (HKALR)

Account exists?
Quick reference guide is available.
Know how to access cluster.

Know parallel behavior of software (whether it is parallel at all).

0 I R Iy 0 I

Can approximate runtime behavior and memory usage of
software.

O

Know how to run software on operating system of cluster.

O

Know where to find help.
— https://www.hkhlr.de/en/team
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